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Abstract This work aims to advance the state of the art in
exploring the role of task, social context and their interde-
pendencies in the automatic prediction of affective and social
dimensions in human–robot interaction.We explored several
SVMs-based models with different features extracted from
a set of context logs collected in a human–robot interaction
experiment where children play a chess game with a social
robot. The features include information about the game and
the social context at the interaction level (overall features)
and at the game turn level (turn-based features). While over-
all features capture game and social context at the interaction
level, turn-based features attempt to encode the dependencies
of game and social context at each turn of the game. Results
showed that game and social context-based features can be
successfully used to predict dimensions of quality of inter-
action with the robot. In particular, overall features proved to
perform equally or better than turn-based features, and game
context-based features more effective than social context-
based features. Our results show that the interplay between
game and social context-based features, combined with fea-
tures encoding their dependencies, lead to higher recognition
performances for a subset of dimensions.
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1 Introduction

The recent advances in affective behavioural computing have
brought a lot of attention to the design of systems for the
automatic prediction of users’ affective states in computer-
based applications. Several efforts towards the design of
systems capable of perceiving multimodal social, affective
cues (e.g., facial expressions, eye gaze, speech, body move-
ment, physiological data, etc.) (Castellano et al. 2012) have
been investigated in the recent years. Researchers have been
investigating how accurately these systems can predict users’
affective states (Zeng et al. 2009) and other social variables
related to engagement and quality of user experience, mainly
in the areas of human–computer and human–robot interac-
tion (Rani and Sarkar 2005; Mandryk et al. 2006; Rich et al.
2010; Lassalle et al. 2011).

Despite the increasing interest in this area, the role of
context in the automatic recognition of affective and social
dimensions is still underexplored. This is somewhat surpris-
ing, as behavioural expressions are strictly dependent on
the context in which they occur (Castellano et al. 2010).
On the other hand, the process of capturing context and
its dependencies with behavioural expressions, social sig-
nals and affective states is extremely challenging (Ochs et al.
2011).

Capturing the role of context in the automatic recognition
of affective and social dimensions is of high importance in
applications where there is some form of interaction taking
place, for example in human–robot interactions. Here, affec-
tive and social dimensions are relatedwith contextual aspects
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such as the task the interactants are involved in, their behav-
iour, actions, preferences and history (Riek and Robinson
2011). As robotic companions are increasingly being stud-
ied as partners that collaborate and perform tasks along with
people (Aylett et al. 2011), the automatic prediction of affec-
tive and social dimensions in human–robot interaction must
take into account the role of task and social interaction-based
features.

In the area of automatic affect recognition, there are some
good examples of studies exploring the role of task-related
context (Kapoor and Picard 2005; Martinez and Yannakakis
2011; Sabourin et al. 2011). However, research investigating
task-related context, social context and their interdependen-
cies for the purpose of automatically predicting affective and
social dimensions is still limited, especially in the areas of in
human–computer and human–robot interaction.

In this work, we investigate the role of social and game
context and their interdependencies in the automatic recog-
nition of quality of interaction between children and social
robots. To do so, we measure perceived quality of inter-
action with affective [i.e., social engagement (Poggi 2007;
Sidner et al. 2004)], friendship [i.e., help and self-validation
(Mendelson andAboud 1999)], and social presence [i.e., per-
ceived affective interdependence (Biocca 1997)] dimensions,
which have been previously shown to be successful in mea-
suring the influence of a robot’s behaviour on the relationship
between the robot itself and children (Leite 2013).

The interaction scenario involves a social robot, the iCat
(Breemen et al. 2005), which plays chess with children and
provides real-time feedback through non-verbal behaviours,
supportive comments and actions based on the events unfold-
ing in the game and the affective states experienced by the
children. We derived a set of contextual features related to
the game and the social behaviour displayed by the robot
from automatically extracted context log files. These features
encode information at the interaction level (overall features)
and the game turn level (turn-based features). The overall
features capture game and social context in an independent
way at the interaction level, while turn-based features encode
the interdependencies of game and social context at each turn
of the game. The extracted features were used to train Sup-
port Vector Machines (SVMs) models to predict dimensions
of quality of interaction with the robot during an interaction
session.

Our main research questions in this work are the follow-
ing:

– How can game and social context-based features be used
to predict children’s quality of interaction with a robot?

– What is the role of game and social context in the auto-
matic prediction of dimensions of quality of interaction?

– How do overall features and turn-based features compare
in terms of recognition performance?

– Is the combination of overall and turn-based features
more successful than the two sets of features used
independently for predicting dimensions of quality of
interaction?

We trained several SVMs-based models using differ-
ent sets of game and social context-based features. Results
showed that game and social context-based features can suc-
cessfully predict children’s quality of interaction with a robot
in our investigation scenario. In particular, overall features
proved to perform equally or better than turn-based fea-
tures, and game context-based features were more effective
than social context-based features. Our results also showed
that the integration of game and social context-based fea-
tures with features encoding their interdependencies leads to
higher recognition performances for the dimensions of social
engagement and help.

This paper is organised as follows. In the next section we
present related work on context-sensitive affect and social
signals recognition, and socially intelligent robots. Section 3
describes our scenario and contains an overview of the archi-
tecture of the robotic game companion, while Sect. 4 presents
the experimental methodology. Finally, Sect. 5 provides an
overview of the experimental results, Sect. 6 discusses the
results and in Sect. 7 we summarise our main findings.

2 Related work

2.1 Context-sensitive affect recognition

A limited number of studies have investigated the problem
of context-sensitive affect recognition. Kapoor et al. (2005),
for example, proposed an approach for predicting interest
in a learning environment by using a combination of non-
verbal cues and information about the learner’s task. Malta
et al. (2008) proposed a system for the multimodal estima-
tion of a driver’s irritation that exploits information about the
driving context. Peters et al. (2010) modelled the user’s inter-
est and engagement with a virtual agent displaying shared
attention behaviour, by using contextualised eye gaze and
head direction information. More recently, Sabourin et al.
(2011) used Dynamic Bayesian Networks modelling per-
sonality attributes for the automatic prediction of learner
affect in a learning environment. In our own previous work,
we demonstrated the importance of game context for dis-
criminating user’s affect (Castellano et al. 2009), and that
children’s engagementwith the robot can be recognised using
posture data (Sanghvi et al. 2011) and a combination of task
and social interaction-based features (Castellano et al. 2009).

One of the main challenges in this area of research is the
question of how to model and encode relationships between
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different types of context and between context and other
modalities.

In this work we investigate contextual feature representa-
tion in a human–robot interaction scenario and explore how to
timely encode task and game context and their relationships
in a human–robot interaction session. We take inspiration
from the work by Morency et al. (2008), who proposed a
context-based recognition framework that integrates infor-
mation from human participants engaged in a conversation
to improve visual gesture recognition. They proposed the
concept of encoding dictionary, a technique for contextual
feature representation that captures different relationships
between contextual and visual gestures. Similarly, we aim to
propose a method to encode relationships between different
types of features, but we focus primarily on different types of
contextual information (and not on features encoding infor-
mation from different modalities), and on predicting social
variables such as quality of interaction (and not on automatic
gesture recognition).

Other work used contextual information for the purpose
of automatic affect recognition. For example, Martinez and
Yannakakis (2011) investigated a method for the fusion
of physiological signals and game-related information in a
game play scenario. Their proposed approach uses frequent
sequence mining to extract sequential features that combine
events across different user inputmodalities. On the contrary,
our work attempts to model interdependencies of different
contextual features not only at the turn level, but also at the
interaction level.

2.2 Socially intelligent robots

Recent research on socially intelligent robots shows that
robots are increasingly being studied as partners that col-
laborate, do tasks and learn from people, making the use
of robotic platforms as tools for experimental human–robot
interaction more approachable (Breazeal 2009).

Social perception abilities are of key importance for a suc-
cessful interaction with human users. These allow robots to
respond to human users in an appropriate way, and facilitate
the establishment of a human-centred multi-modal commu-
nication with the robot.

Breazeal et al. were amongst the first to design socially
perceptive abilities for robots: they developed an attention
system based on low-level perceptual stimuli used by robots
such as Kismet and Leonardo (Breazeal et al. 2001; Breazeal
2009). Other examples of social perceptive abilities are
described in the works by Mataric and colleagues. Mead
et al., for example, developed a model for the automatic
recognition of interaction cues in a human–robot interac-
tion scenario, such as initiation, acceptance and termination
(Mead et al. 2011), while Feil-Seifer and Mataric proposed a
method to automatically determinewhether children affected

by autism are interacting positively or negatively with a
robot, using distance-based features (Feil-Seifer andMataric
2011).

There are several types of robots that benefit from expres-
sive behaviour and socially perceptive abilities, from those
employed in socially assistive robotics (Scassellati et al.
2012) to those acting as companions of people. Examples of
the latter include companions for health applications (von der
Putten et al. 2011), for education purposes (Saerbeck et al.
2010), for children (Espinoza et al. 2011) and for the elderly
(Heerink et al. 2008).

In this paper we focus on a game companion for young
children, endowed with expressive behaviour and social per-
ception and affect recognition abilities. We investigate social
perception abilities in relation to the development of a com-
putational model that allows a robot to predict a user’s
perception of the quality of interaction with the robot itself
based on contextual features.

3 Scenario

The human–robot interaction scenario used in this work con-
sists of an iCat robot that acts as a chess game companion
for children. The robot is able to play chess with children,
providing affective feedback based on the evaluation of the
moves played on an electronic chessboard. The affective
feedback is provided by means of facial expressions and ver-
bal utterances, and by reacting empathically to children’s
feelings experienced throughout the game (see Fig. 1). If the
user is experiencing a negative feeling, the robot generates
an empathic response to help or encourage the user. Alter-
natively, if the user is experiencing a positive feeling, no
empathic reaction is triggered. In this case, the robot simply
generates an emotional facial expression (Leite et al. 2008).
After every user’s move, the robot asks the user to make
its own move by providing the desired chess coordinates.
Then, the robot waits for the user’s move and so on. Initial
user studies using this scenario showed that affect sensing
and empathic interventions increase children’s engagement
and perception of friendship towards the robot (Leite et al.
2012a, b).

3.1 System overview

Our system was built on a novel platform for affect sen-
sitive, adaptive human–robot interaction that integrates an
array of sensors in amodular client-server architecture (Leite
et al. 2014). The main modules of the system are displayed
in Fig. 2. The Vision module captures children’s non-verbal
behaviours and interactionswith the robot (Fig. 1). Thismod-
ule tracks head movements and salient facial points in real
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Fig. 1 User interacting with the robot during the experiment

Fig. 2 iCat system architecture

time using a face tracking toolkit1 and extracts information
about users’ gaze direction and probability of smile. The
Game Engine is built on top of an open-source chess engine.2

In addition to deciding the next move for the robot, this mod-
ule includes evaluation functions that determine how well
the robot (or the child) are doing in the game. The values of
these functions are updated after every move played in the
game. Based on the history of these values, the game engine
automatically extracts game-related contextual features, as
well as features related to certain behaviours displayed by
the robot. After every move played by the user, the Affect
Detection module predicts the probability values for valence
(i.e., whether the user is more likely to be experiencing a

1 http://www.seeingmachines.com/.
2 http://www.tckerrigan.com/Chess/TSCP.

positive, neutral or negative feeling) (Castellano et al. 2013)
using synchronised features from the Vision module (i.e.,
user’s probability of smile and gaze direction) and the Game
Engine. This SVM-based module was trained with a corpus
of contextualised children’s affective expressions (Castellano
et al. 2010).

The Appraisal module assesses the situation of the game
and determines the robot’s affective state. The output of this
module is used by the Action Selection module, responsible
for generating affective facial expressions in tune with the
robot’s affective state. If the user is experiencing a negative
feeling with probability over a certain threshold (fine-tuned
after preliminary tests with a small group of users) this mod-
ule also selects one of the robot’s empathic strategies to be
displayed to the user.
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4 Experimental methodology

To investigate the role of game and social context in the auto-
matic prediction of dimensions of quality of interaction with
the robot, we conducted a data collection field experiment.
Our main goal was to explore newways in which context can
improve the design of empathic robots.

4.1 Experimental setting

The study was conducted in a Portuguese school where chil-
dren have chess lessons as part of their maths curriculum.
The setting consists of the robot, an electronic chessboard, a
computer where all the processing takes place and a webcam
that captures the children’s expressions to be analysed by the
affect detection module (Fig. 1). Two video cameras were
also used to record the interactions from a frontal and lat-
eral perspective. The setting was installed in the room where
children have their weekly chess lessons.

4.2 Procedure

A total of 40 children (19 male and 21 female), with ages
between 8 and 10 years old, participated in the experi-
ment. Participants were randomly assigned to three different
control conditions, corresponding to three different parame-
terisations of the robot’s behaviour:

1. Neutral The robot simply comments the children’s
moves in a neutral way (e.g., “you played well”, “good
move”).

2. Random empathic When the user is experiencing a
negative feeling (i.e., when the probability that the user is
a negative feeling calculated by the Affect Detection Mod-
ule is high), the iCat randomly selects one of the available
empathic strategies.

3. Adaptive empathic When the user is experiencing a
negative feeling (i.e., when the probability that the user is a
negative feeling calculated by theAffect DetectionModule is
high), the empathic strategies are selected using an adaptive
learning algorithm that captures the impact of each strategy
on different users. In this case, the robot adapts its empathic
behaviour considering the previous reactions of a particular
user to an empathic strategy (Leite et al. 2014).

In addition to differences in selecting the empathic strate-
gies, the robot’s affective feedback is also different in the
three conditions. While in the two empathic conditions the
affective behaviours are user-oriented (i.e., the robot displays
positive emotions if the user makes good moves and nega-
tive emotions if the user makes bad moves), in the neutral
condition the robot’s behaviour is self-oriented (i.e., it shows
sadness if the user makes good moves, etc.).

Our final sample consisted of 14 children in the adaptive
empathic condition, 13 in the random empathic and 13 in

the neutral condition. Participants were instructed to sit in
front of the robot and play a chess exercise. The exercise was
suggested by the chess instructor so that the difficulty was
appropriate for the children and it was the same for all the
participants. Two experimenters were in the room observing
the interaction and controlling the experiment. On average,
each participant played 15 minutes with the robot. After that
period, depending on the state of the game, the iCat either
gave up (if it was in disadvantage) or proposed a draw (if
the child was losing or if none of the players had advantage),
arguing that it had to play with another user.

4.3 Data collection

For each human–robot interaction, context logs including
information about the game and the social context throughout
the gamewere automatically collected.After playingwith the
robot, participants were directed to another room where they
filled in a questionnaire to rate their quality of interactionwith
the robot. Note that children from the age group taken into
consideration are sufficiently developed to answer questions
with some consistency (Borgers et al. 2000). We collected
a total of 40 context logs and ratings for five dimensions of
quality of interaction.

4.3.1 Quality of interaction: dimensions

We measured quality of interaction using a set of affective,
friendship, and social presence dimensions that have been
previously shown to be successful in measuring the influ-
ence of a robot’s behaviour on the relationship between the
robot itself and children (Leite 2013). Children were asked
to rate these dimensions throughout the interaction using a
5-point Likert scale, where 1 meant “totally disagree” and 5
meant “totally agree”. For each dimension presented below,
we considered the average ratings of all the questionnaire
items associated to it.

Social engagement—thismetric has been extensively used
to measure quality of interaction between humans (Poggi
2007), and between humans and robots (Sidner et al. 2004).
The engagement questionnaire we used is based on the ques-
tions formulated by Sidner et al. (2004) to evaluate users’
responses towards a robot capable of using social capabilities
to attract users’ attention. It included the questions below:

– iCat made me participate more in the game.
– It was fun playing with iCat.
– Playing with the iCat caused me real feelings and emo-
tions.

– I lost track of time while playing with iCat.

Help—measures how the robot is perceived to have pro-
vided guidance and other forms of aid to the user throughout
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the game. In particular,we refer to help as a friendship dimen-
sion that measures the degree to which a friend fullfils a
support function existing in most friendship definitions, as
suggested by Mendelson and Aboud in the McGill Friend-
ship Questionnaire (Mendelson and Aboud 1999). Questions
included:

– iCat helped me during the game.
– iCat’s comments were useful to me.
– iCat showed me how to do things better.
– iCat’s comments were helpful to me.

Self-validation—another friendshipdimension taken from
theMcGill FriendshipQuestionnaire (Mendelson andAboud
1999), which measures the degree to which children per-
ceived the robot as reassuring, encouraging and helped the
children to maintain a positive self-image. To measure self-
validation we asked children the following questions:

– iCat encouraged me to play better during the game.
– iCat praised me when I played well.
– iCat made me feel smart.
– I felt that I could play better in the presence of iCat.
– iCat highlighted the things that I am good at.
– iCat made me feel special.

Perceived affective interdependence—this dimension was
used to measure social presence, that is, “the degree to which
a user feels access to the intelligence, intentions, and sen-
sory impressions of another” (Biocca 1997). Here, perceived
affective interdependence measures the extent to which the
user’s emotional states are perceived to affect and be affected
by the robot’s emotional states.

– I was influenced by iCat’s mood.
– iCat was influenced by my mood.

4.3.2 Game context

For each interaction with the robot, the game context logs
include information on the events happening in the game.
These include:

Game state—a value that represents the advantage/
disadvantage of the child in the game. This value is calcu-
lated by the same chess evaluation function that the iCat uses
to plan its own moves. The more the value of the game state
is positive, the more the user is in advantage with respect
to the iCat; the more it is negative, the more the iCat is in
advantage.

Game evolution—given by the difference between the cur-
rent and the previous value of the game state, a positive value
indicates that the user is improving in the game with respect

to the previous move, while a negative value means that the
user’s performance is worse since the last move.

User emotivector—after every move made by the user
the chess evaluation function in the Game Engine returns
a new value, updated according to the current state of the
game. The robot’s Emotivector System (Martinho and Paiva
2006) is an anticipatory system that captures this value
and, by using the history of evaluation values, computes
an expected value for the chess evaluation function associ-
ated with the user’s moves. Based on the mismatch between
the expected value and the actual value, the system gen-
erates a set of affective signals describing a sentiment of
reward, punishment or neutral effect for the user (Leite
et al. 2008), which are encoded into the following features:
UserEmotivectorReward, UserEmotivectorPunishment and
UserEmotivectorNeutral.

Game result—the outcome of the game (e.g., user won,
iCat won, draw, iCat gave up).

Number of moves—total number of turns in the game.
Game duration—duration of the game in seconds.

4.3.3 Social context

These logs contain information on the behaviour displayed
by the iCat at specific times of the interaction. Addition-
ally, social context logs also include information about the
robot’s conditions (i.e., neutral, random empathic, adaptive
empathic) as well as, in case of the empathic condition, the
type of adopted empathic strategy. The empathic strategies
employed by the robot are the following:

Encouraging comments (strategy n.0)—statements such
as “don’t be sad, you can still recover your disadvantage”.

Scaffolding (strategy n.1)—providing feedback on the
user’s last move and allowing the user to take back a move
(in case the move is not good).

Offering help (strategy n.2)—suggesting a good move for
the user to play.

Intentionally playing a bad move (strategy n.3)— delib-
erately playing a bad move, for example, choosing a move
that allows the user to capture a piece.

5 Experimental results

In this section, we start by describing the process of feature
extraction and then the results of training and testing models
for the prediction of quality of interaction with the robot. Our
goal is to investigate whether we can predict the perceived
quality of interaction with the robot over a whole interaction
session, using solely information about the game and the
social context throughout the interaction.
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Table 1 Overall features

Feature Name Category of context Description

1 AvgGameState Game Game state averaged over the whole interaction

2 AvgGameEvol Game Game evolution averaged over the whole interaction

3 NofMoves/GameDur Game Number of moves played during the game divided by the duration of the game (in
seconds)

4 EmotivReward/NofMoves Game Number of moves associated with a feeling of reward divided by total number of
moves

5 EmotivPunish/NofMoves Game Number of moves associated with a feeling of punishment divided by total number
of moves

6 EmotivNeut/NofMoves Game Number of moves associated with a feeling of neutral feeling divided by total
number of moves

7 iCatWon Game Whether or not iCat won (binary feature)

8 UserWon Game Whether or not user won (binary feature)

9 Draw Game Whether or not iCat proposed a draw (binary feature)

10 iCatGaveUp Game Whether or not iCat gave up (binary feature)

11 Neutral Social Whether the iCat displayed or not a neutral behaviour (binary feature)

12 RandomEmpat Social Whether the iCat displayed or not random empathic behaviour (binary feature)

13 AdaptEmpat Social Whether the iCat displayed or not adaptive empathic behaviour (binary feature)

14 NofStrat0/NofStrategies Social Number of times the empathic strategy n. 0 was displayed divided by the number of
displayed strategies

15 NofStrat1/NofStrategies Social Number of times the empathic strategy n. 1 was displayed divided by the number of
displayed strategies

16 NofStrat2/NofStrategies Social Number of times the empathic strategy n. 2 was displayed divided by the number of
displayed strategies

17 NofStrat3/NofStrategies Social Number of times the empathic strategy n. 3 was displayed divided by the number of
displayed strategies

5.1 Features extraction

Game and social context-based features were extracted from
the context logs for each of the 40 user interactions with the
robot. These features were extracted at the interaction level
(overall features) and the game level (turn-based features).

5.1.1 Overall features

These features were calculated over the whole interaction.
They capture game and social context in an independent way
at the interaction level. The complete list of overall features
is displayed on Table 1.

5.1.2 Turn-based features

These features were extracted after each game turn. They
encode relationships between social and game context after
every move, therefore being more focused on the dynam-
ics of the interaction. Note that the turn-based features are
not dynamic per se, but are encoded in a way that attempts
to capture the dynamic changes of the game context as a
consequence of the robot’s behaviour. We are particularly

interested in features that capture whether social context
affects game context at each turn of the game. The complete
set of turn-based features is listed on Table 2.

5.2 Methodology

The overall and turn-based features were used to train and
testmodels based on Support VectorMachines (SVM) to pre-
dict children’s perceived quality of interaction with the robot
over a whole session. SVMs are state-of-the-art algorithms
for multi-class classification, widely used for the automatic
prediction of affect-related states (Batrinca et al. 2011; Ham-
mal and Cohn 2012).

The classification experiments followed three different
stages. First, we performed training and testing to predict
perceived quality of interaction using only overall features.
In the second stage, we focused on prediction of perceived
quality of interaction using turn-based features only. Finally,
we merged overall and turn-based features into a single fea-
ture vector. We used the LibSVM library (Chang and Lin
2011) and a Radial Basis Function (RBF) kernel for training
and testing. RBF kernels are the most common kernels for
SVM-based detection of discrete affect-related states, as they
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Table 2 Turn-based features

Feature Robot’s behaviour Game state Emotivector Description

1 Neut-No-strat ↑ N/A N. of times game state increases after a turn when the condition is neutral/n.
of turns

2 Neut-No-strat ↓ N/A N. of times game state decreases after a turn when the condition is neutral/n.
of turns

3 Neut-No-strat − N/A N. of times game state stays the same after a turn when the condition is
neutral/n. of turns

4 Emp-strat ↑ N/A N. of times game state increases after a turn when the condition is empathic
and a strategy is employed/n. of turns

5 Emp-strat ↓ N/A N. of times game state decreases after a turn when the condition is empathic
and a strategy is employed/n. of turns

6 Emp-strat − N/A N. of times game state stays the same after a turn when the condition is
empathic and a strategy is employed/n. of turns

7 Emp-No-strat ↑ N/A N. of times game state increases after a turn when the condition is empathic
and a strategy is NOT employed/n. of turns

8 Emp-No-strat ↓ N/A N. of times game state decreases after a turn when the condition is empathic
and a strategy is NOT employed/n. of turns

9 Emp-No-strat − N/A N. of times game state stays the same after a turn when the condition is
empathic and a strategy is NOT employed/n. of turns

10 Neut-No-strat N/A Reward N. of times emotivector is reward after a turn when the condition is neutral/n.
of turns

11 Neut-No-strat N/A Punishment N. of times emotivector is punishment after a turn when the condition is
neutral/n. of turns

12 Neut-No-strat N/A Neutral N. of times emotivector is neutral after a turn when the condition is neutral/n.
of turns

13 Emp-strat N/A Reward N. of times emotivector is reward after a turn when the condition is empathic
and a strategy is employed/n. of turns

14 Emp-strat N/A Punishment N. of times emotivector is punishment after a turn when the condition is
empathic and a strategy is employed/n. of turns

15 Emp-strat N/A Neutral N. of times emotivector is neutral after a turn when the condition is empathic
and a strategy is employed/n. of turns

16 Emp-No-strat N/A Reward N. of times emotivector is reward after a turn when the condition is empathic
and a strategy is NOT employed/n. of turns

17 Emp-No-strat N/A Punishment N. of times emotivector is punishment after a turn when the condition is
empathic and a strategy is NOT employed/n. of turns

18 Emp-No-strat N/A Neutral N. of times emotivector is neutral after a turn when the condition is empathic
and a strategy is NOT employed/n. of turns

support cases in which the relation between class labels and
attributes is not linear. Previous studies on automatic recog-
nition of affective and social dimensions indicate that they
provide the best performances (Gunes et al. 2012).

We followed a leave-one-subject-out cross-validation
approach for training and testing. To address the issue of
the limited size of the dataset, which includes one sample for
each user interaction with the robot, this approach allowed
us to train the system with as many samples as possible at
each step to increase the chance that the classifier is accurate,
while at the same time allowing for a measure of the ability
of the classifier to generalise to new users to be obtained.

In all experiments, to optimise the cost parameter C and
kernel parameter, we carried out a grid-search using cross-

validation, as suggested in Hsu et al. (2010). The parameter
values producing the highest cross-validation accuracy were
selected. Before the training and testing phase for each clas-
sification experiment, a feature selection stepwas performed.
To identify the features with the most discriminative power,
a LibSVM tool that uses F-scores for ranking features was
used (Chen and Lin 2006).

5.3 Social engagement: results

The first step consisted of encoding social engagement with
the objective of producing “ground truth” labels for this
dimension for each interaction with the robot. We did not
employ coders for this purpose, but used instead the answers
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Table 3 Social engagement prediction: comparison between different classification experiments

Classification Performance experiment Best features

Overall features 77.5 % (baseline = 52.5 %) iCatWon, Neutral, NofStrat0/NofMoves, NofStrat1/NofMoves,
AvgGameEvol, iCatGaveUp, Draw, AvgGameState, RandomEmpat,
NofStrat2/NofMoves

Turn-based features 72.5 % (baseline = 52.5 %) Neut-No-strat-AND-Game-state-lower,
Neut-No-strat-AND-Emotiv-reward

Overall and turn-based features 80 % (baseline = 52.5 %) iCatWon, Neut-No-strat-AND-Game-state-lower,
Neut-No-strat-AND-Emotiv-reward, Neutral

provided by the children in the 5-point Likert scale question-
naire (self-reports). As the number of samples is relatively
small and, on average, the children reported high levels of
engagement with the robot, it was decided to divide the 40
interactions in two (rather than several) groups that differ-
entiate the samples with medium-high to high engagement
from the rest of the samples. The two groups correspond to
two classes, one for medium-high to high engagement (21
interactions) and one for medium-high to low engagement
(19 interactions). This distinction was made based on the
children’s answers, e.g., all interactions rated higher or equal
to a specified threshold were included in the medium-high
to high engagement group. The threshold was chosen with
the objective to identify two groups with a similar number of
samples, in order to train the systemwith as many samples as
possible from the two different groups. Therefore 21 samples
labelled as medium-high to high engagement and 19 samples
labelled as medium-high to low engagement were used in the
evaluation.

5.3.1 Social engagement prediction using overall features

We ran a series of classification experiments where mod-
els were trained and tested with different combinations of
the overall features listed on Table 1. Experiments were per-
formed by adding one feature at a time, based on the ranked
output of the feature selection process. We started using a
single feature experiment with the first ranked feature, then
performed a 2-feature experiment with the two most ranked
features, and so on, until the performance starts decreasing.

We followed a “leave-one-subject-out” cross validation
approach for training and testing. The best recognition per-
formance for predicting social engagement using overall
features was 77.5 % (baseline = 52.5 %3), achieved using 10
features (Table 3). When using solely game context-based
features, the models achieved a recognition rate of 77.5 %
(baseline = 52.5 %), while 65 % (baseline = 52.5 %) was the

3 Given that the samples in the training datasets are not evenly distrib-
uted across classes, in the following sections we will use the percentage
of the samples of the most frequent class as the baseline for the classi-
fiers’ performance.

best performance when social context-based features were
used (Table 7).

5.3.2 Social engagement prediction using turn-based
features

Classification experiments using turn-based features were
performed by following the same approach. We ran a series
of classification experiments, training and testing different
combinations of the turn-based features.

A “leave-one-subject-out” cross validation approach was
followed during the training and testing phase. The best
recognition performance for predicting social engagement
using turn-based features was 72.5 % (baseline = 52.5 %),
achieved using only 2 features (Table 3).

5.3.3 Social engagement prediction using overall and
turn-based features

Following the same procedure, we trained and tested a series
of models using different combinations of the overall and
turn-based features.

As in the previous two experiments, a “leave-one-subject-
out” cross validation approach was followed. The best
performance for predicting social engagement using over-
all and turn-based features was 80 % (baseline = 52.5 %),
achieved using 4 features (Table 3).

5.4 Help: results

The first step consisted of encoding help in order to produce
“ground truth” labels for this dimension for each interac-
tion with the robot, following the same procedure adopted
for social engagement described earlier. As the number
of samples is relatively small and, on average, the chil-
dren reported high levels of perceived help, we divided
the 40 interactions in two (rather than several) groups that
differentiate the samples with medium-high to high help
from the rest of the samples. The two groups correspond
to two classes, one for medium-high to high help (23
interactions) and one for medium-high to low help (17 inter-
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Table 4 Help prediction: comparison between different classification experiments

Classification experiment Performance Best features

Overall features 75 % (baseline = 57.5 %) NofStrat3/NofStrategies, iCatGaveUp

Turn-based features 75 % (baseline = 57.5 %) Emp-strat-AND-Game-state-same,
Emp-strat-AND-Game-state-higher

Overall and turn-based features 80 % (baseline = 57.5 %) Emp-strat-AND-Game-state-same, NofStrat3/NofStrategies,
Emp-strat-AND-Game-state-higher,
Emp-strat-AND-emotiv-reward, iCatGaveUp

Table 5 Self-validation prediction: comparison between different classification experiments

Classification experiment Performance Best features

Overall features 69.23 % (baseline = 56.41 %) AdaptEmpat, NofStrat1/NofStrategies

Turn-based features 69.23 % (baseline = 56.41 %) Emp-strat-AND-Game-state-same,
Emp-No-strat-AND-Game-state-higher,
Emp-No-strat-AND-Game-state-same

Overall and turn-based features 69.23 % (baseline = 56.41 %) Emp-strat-AND-Game-state-same,
Emp-No-strat-AND-Game-state-higher,
Emp-No-strat-AND-Game-state-same

Table 6 Perceived affective interdependence prediction: comparison between different classification experiments

Classification experiment Performance Best features

Overall features 72.5 % (baseline = 57.5 %) NofStrat0/NofStrategies

Turn-based features 67.5 % (baseline = 57.5 %) Emp-strat-AND-emotiv-punish

Overall and turn-based features 72.5 % (baseline = 57.5 %) NofStrat0/NofStrategies, Emp-strat-AND-emotiv-punish

actions). Therefore 23 samples labelled as medium-high to
high help and 17 samples labelled as medium-high to low
help were used in the evaluation, in order to train the sys-
tem with as many samples as possible from the two different
groups.

5.4.1 Help prediction using overall features

These classification experiments were performed using the
overall features (Table 1). As we did for social engagement,
we ran a series of classification experiments, where models
were trained and tested with different combinations of the
overall features.

A “leave-one-subject-out” cross validation approach was
followed during the training and testing phase. The best
recognition performance for predicting help using overall
features was 75 % (baseline = 57.5 %), achieved using 2
features (Table 4).

We also trained and tested models using first solely game
context-based features and then solely social context-based
features. We found that models achieved a recognition rate
of 72.5 % (baseline = 57.5 %) using game context-based
features and 70 % (baseline = 57.5 %) using social context-
based features (Table 7).

5.4.2 Help prediction using turn-based features

Classification experiments using turn-based features were
performed by following the same approach adopted for the
experiments using overall features. As we did for social
engagement, we ran a series of classification experiments,
where models were trained and tested with different combi-
nations of the turn-based features.

A “leave-one-subject-out” cross validation approach was
followed during the training and testing phase. The best
recognition performance for predicting help using turn-based
features was 75 % (baseline = 57.5 %), achieved using 2 fea-
tures (Table 4).

5.4.3 Help prediction using overall and turn-based features

Following the same methodology adopted for the previous
two classification experiments, we trained and tested a series
of models using different combinations of the overall and
turn-based features.

As for the previous twoexperiments, a “leave-one-subject-
out” cross validation approach was followed during the
training and testing phase. The best recognition performance
for predicting help using overall and turn-based features
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was 80 % (baseline = 57.5 %), achieved using 5 features
(Table 4).

5.5 Self-validation: results

The first step consisted of encoding self-validation in order
to produce “ground truth” labels for this dimension for each
interaction with the robot, following the same procedure
adopted for social engagement described earlier. Note that
all self-validation recognition experiments were performed
on 39 subjects and not 40 as for social engagement, help and
perceived affective interdependence, as one of the subjects
did not provide a score for self-validation. As the number
of samples is relatively small and, on average, the children
reported high levels of perceived self-validation, we divided
the 39 interactions in two (rather than several) groups that
differentiate the samples with medium-high to high self-
validation from the rest of the samples. The two groups
correspond to two classes, one for medium-high to high
self-validation (17 interactions) and one for medium-high
to low self-validation (22 interactions). Therefore 17 sam-
ples labelled as medium- high to high self-validation and 22
samples labelled as medium-high to low self-validation were
used in the evaluation, in order to train the system with as
many samples as possible from the two different groups.

5.5.1 Self-validation prediction using overall features

These classification experiments were performed using the
overall features (Table 1). As we did for social engagement
and help, we ran a series of classification experiments, where
models were trained and tested with different combinations
of the overall features.

A “leave-one-subject-out” cross validation approach was
followed during the training and testing phase. The best
recognition performance for predicting self-validation using
overall features was 69.23 % (baseline = 56.41 %), achieved
using 2 features (Table 5).

We also trained and tested models using first solely game
context-based features and then solely social context-based
features. We found that models achieved a recognition rate
of 74.36 % (baseline = 56.41 %) using game context-based
features and 64.1 % (baseline = 56.41 %) using social
context-based features (Table 7).

5.5.2 Self-validation prediction using turn-based features

Classification experiments using turn-based features were
performed by following the same approach adopted for the
experiments using overall features. As we did for social
engagement and help, we ran a series of classification exper-
iments, where models were trained and tested with different
combinations of the turn-based features.
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A “leave-one-subject-out” cross validation approach was
followed during the training and testing phase. The best
recognition performance for predicting self-validation using
turn-based features was 69.23 % (baseline = 56.41 %),
achieved using 3 features (Table 5).

5.5.3 Self-validation prediction using overall and
turn-based features

Following the same methodology adopted for the previous
two classification experiments, we trained and tested a series
of models using different combinations of the overall and
turn-based features.

As for the previous twoexperiments, a “leave-one-subject-
out” cross validation approach was followed during the
training and testing phase. The best recognition performance
for predicting self-validation using overall and turn-based
features was 69.23 % (baseline = 56.41 %), achieved using
3 features (Table 5).

5.6 Perceived affective interdependence: results

The first step consisted of encoding perceived affective inter-
dependence in order to produce “ground truth“ labels for this
dimension for each interaction with the robot, following the
same procedure adopted for social engagement described
earlier. As the number of samples is relatively small and,
on average, the children reported high levels of perceived
affective interdependence, we divided the 40 interactions
in two (rather than several) groups that differentiate the
samples with medium-high to high perceived affective inter-
dependence from the rest of the samples. The two groups
correspond to two classes, one for medium-high to high per-
ceived affective interdependence (23 interactions) andone for
medium-high to low perceived affective interdependence (17
interactions). Therefore 23 samples labelled as medium-high
to high perceived affective interdependence and 17 samples
labelled as medium-high to low perceived affective interde-
pendence were used in the evaluation, in order to train the
system with as many samples as possible from the two dif-
ferent groups.

5.6.1 Perceived affective interdependence prediction using
overall features

These classification experiments were performed using the
overall features (Table 1). As we did for social engagement,
help, and self-validation, we ran a series of classification
experiments, where models were trained and tested with dif-
ferent combinations of the overall features.

A “leave-one-subject-out” cross validation approach was
followed during the training and testing phase. The best
recognition performance for predicting perceived affective

interdependence using overall features was 72.5 % (baseline
= 57.5 %), achieved using 1 feature (Table 6).

We also trained and tested models using first solely game
context-based features and then solely social context-based
features.We found that models achieved a recognition rate of
70 % (baseline = 57.5 %) using game context-based features
and 67.5 % (baseline = 57.5 %) using social context-based
features (Table 7).

5.6.2 Perceived affective interdependence prediction using
turn-based features

Classification experiments using turn-based features were
performed by following the same approach adopted for the
experiments using overall features. As we did for social
engagement, help, and self-validation, we ran a series of clas-
sification experiments, where models were trained and tested
with different combinations of the turn-based features.

A “leave-one-subject-out” cross validation approach was
followed during the training and testing phase. The best
recognition performance for predicting perceived affective
interdependence using turn-based features was 67.5% (base-
line = 57.5 %), achieved using 1 feature (Table 6).

5.6.3 Perceived affective interdependence prediction using
overall and turn-based features

Following the same methodology adopted for the previous
two classification experiments, we trained and tested a series
of models using different combinations of the overall and
turn-based features.

As for the previous twoexperiments, a “leave-one-subject-
out” cross validation approach was followed during the
training and testing phase. The best recognition perfor-
mance for predicting perceived affective interdependence
using overall and turn-based features was 72.5 % (baseline
= 57.5 %), achieved using 2 features (Table 6).

6 Discussion

This paper aims to investigate the relationship between social
and game context-based features and the effect that their
interdependencies have on perception of quality of interac-
tion.

Overall, results showed that game and social context-
based features can be successfully used to predict children’s
perceived quality of interaction with the robot over a whole
interaction session.

Specifically, overall features proved to perform equal (for
the dimensions of help and self-validation) or better (for
social engagement and perceived affective interdependence)
than turn-based features. It may be that overall features, i.e.,
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features that encode game and social context in an indepen-
dent way at the interaction level, better capture the variables
that affect the level of engagement with the robot (e.g., vari-
ables that relate to the result of the chess game, the type
of robot condition (neutral vs. empathic,) and the type of
strategy employed by the robot, see Table 3) and the extent
to which the user’s affective state is perceived by the user
to affect and be affected by the robot’s affective state (e.g.,
variables that relate to the type of strategy employed by the
robot, see Table 6), compared to turn-based features.

The second result is that overall game context features
proved more successful than overall social context features.
This applies to all dimensions of quality of interaction (Table
7). These results are somewhat surprising, except for the
social engagement dimension, where game-related features,
such as the result of the game, are likely to have affected chil-
dren’s reported level of engagementwith the robot. It is worth
noting, however, that the difference in performance between
classifiers trained with game context features and classifiers
trained with social context features is less pronounced for
help and perceived affective interdependence.

Finally, the experiments showed that the integration of
game and social context-based features with features encod-
ing their interdependencies leads to higher recognition per-
formances for a subset of dimensions (i.e., social engagement
and help, see Tables 3, 4). For the dimensions of self-
validation and perceived affective interdependence, instead,
the performance of the classifiers trained with a combina-
tion of overall and turn-based features is, in the worse case
scenario, comparable with that of the classifiers trained with
the overall and turn-based features separately (see Tables
5, 6).

One should note that some of the recognition rates are
smaller than 75%. Therefore, in order to evaluate success, we
compare the recognition rates with a suitable baseline.While
an option for the baseline would be chance level (50 %), in
our case, given that the samples in the training datasets are
not perfectly evenly distributed across classes, we used as the
baseline the percentage of the samples of the most frequent
class.Whenwe compare the achieved recognition accuracies
with the respective baselines calculated with this method,
one can observe that in all cases the recognition accuracies
are above the baselines. We consider the classifiers success-
ful when they beat the baseline. Moreover, in most cases
the performance above baseline is at least 10 % or higher
(reaching a maximum of 27.5 % in the case of recognition of
social engagement using overall and turn-based features),
with the exception of recognition of self-validation using
social-context based features (7.69 %).

There are some important aspects encountered in the pre-
sented work that require further discussion.

The first aspect concerns the reliability of the ground truth
for the dimensions of quality of interaction, which, in this

work, is provided by the users themselves, i.e., the children.
First, we would like to point out, as mentioned earlier in this
paper, that children from this age group are sufficiently devel-
oped to answer questions with some consistency (Borgers
et al. 2000). It was noted that, on average, children reported
high levels of social engagement, help, self-validation and
perceived affective interdependence.While we were not able
to identify a large number of interactions characterised with
low levels of the selected dimensions, it was clearly possible
to identify, for all dimensions, two separate groups of inter-
actions. This affected the way we decided to encode social
engagement, help, self-validation and perceived affect inter-
dependence for each interaction with the robot: we aimed
to differentiate interactions rated with medium-high to high
levels of these dimensions from those rated with medium-
high to low levels. It is also worth noting that in this work
we measure perceived quality of interaction at the end of the
game/interaction with the robot. We are aware that children
may have been biased, in their judgement, by the way the
game ended. Finding ways of identifying a ground truth for
affective and social dimensions throughout an ongoing inter-
action is still an open question for researchers in the field.
This is especially true if such a ground truth is required from
the users themselves, and not from external coders, and if one
aims to measure perceived quality of interaction, as is in our
case. To support self-assessments with external assessments,
an alternative could be the use of systems for the automatic
detection of indicators relating to user behaviour (Bae et al.
2012), or brain-computer interfaces techniques (Poel et al.
2012), although the latter is not a viable solution when exper-
imenting with children in a real world environment, rather
than in the laboratory. Other studies employed human coders
to obtain external assessments (Castellano et al. 2014), but in
this workwe are interested in perception of quality of interac-
tion, hence our preference for self-reports. Another solution
that is currently being explored in the literature is the use
of implicit probes (Corrigan et al. 2014) to find a ground
truth for affect-related states, a non-intrusive, pervasive and
embedded method of collecting informative data at different
stages of an interaction.

Second, it is worth pointing out that there may be more
dimensions that contribute to the definition of quality of
interaction. In this work we chose to explore a subset of
affective (i.e., social engagement), friendship (i.e., help and
self-validation) and social presence (i.e., perceived affective
interdependence) dimensions, which have been previously
identified as playing a key role in measuring the effect
that a robot’s behaviour had on the relationship established
between the robot and children (Leite 2013). However, there
may be other dimensions that carry additional important
information about quality of interaction, for example the suc-
cessful establishment of social bonding between users and
robots. This will be the subject of future work, for example
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how the dimensions considered here relate to social bonding,
and how contextual information could be further exploited to
allow the robot to make predictions of perceived quality of
interaction that may help it plan more personalised, appro-
priate empathic responses.

Third, we note that, while the chosen contextual features
can successfully predict dimensions of quality of interac-
tion with a robot in a chess game context, they could not be
used, exactly as they stand, in a scenario that is substantially
different. However, the proposed approach for feature encod-
ing and representation can be generalizable to other types of
human–machine interactions applications. Examples in the
human–robot interaction domain include scenarios charac-
terised by (1) social interaction between a user and a robot,
and (2) a task that user and robot are engaged with, for exam-
ple human–robot collaborative scenarios. More specifically,
results point in the direction of choosing feature vectors that
model task and social context and their interdependencies
at the turn-based and interaction level. Social human–robot
interaction scenarios involving some form of turn taking are
an example of application that could benefit from this pro-
posed modelling of social and task context.

Finally, it is important to acknowledge the potential impact
that age and culture may have had on our results. Previous
studies, for example, investigated the effect of cultural vari-
ability on opinions and attitudes towards robots (Bartneck
et al. 2007; Riek et al. 2010; Mavridis et al. 2012). While the
study presented in this paper was conducted with a limited
population of Portuguese school children, future work in the
area is likely to benefit from the exploration of the effect of
culture and age on the perception of quality of interaction
with a robot.

We believe that the results presented in this paper con-
tribute to a better understanding ofwhat quality of interaction
is in a task-oriented social human–robot interaction, and how
it can be measured, especially in relation to the effect that the
interdependencies of game and social context have on per-
ceived quality of interaction, rather than the role that game
and social context-based features play in isolation.

7 Conclusions

Despite the recent advances on automatic affect recognition,
the role of task and social context for the purpose of auto-
matically predicting affective and social dimensions is still
unclear. This work aimed to advance the state of the art in
this direction, exploring the role of task, social context and
their interdependencies, in the automatic prediction of the
quality of interaction between children and a robotic game
companion.

Several SVMs models with different features extracted
from context logs collected in a human–robot interaction
experiment were investigated. The features included infor-
mation about the game and the social context during the
interaction with the robot. Our experimental results lead us
to the following conclusions:

Game and social context-based features can be success-
fully used to predict perceived quality of interaction with the
robot. Using only information about the task and the social
context of the interaction, our results suggest that it is pos-
sible to predict with high accuracy the perceived quality of
interaction in a human–robot interaction scenario.

Game context proved more successful than social context
in the automatic prediction of perceived quality of interac-
tion. Despite the high impact of both game context and social
context for the automatic detection of perceived quality of
interaction, game context seems to play a more important
role in this case.

Overall features performed equally or better than turn-
based features; the combination of game and social context-
based features with features encoding their interdependen-
cies lead to higher recognition performances for a subset
of the selected dimensions of quality of interaction. Con-
textual feature representation (e.g., how to timely encode
game, social context and their relationships) is a key issue in
context-sensitive recognition of affective and social dimen-
sions. Our results indicate that overall features are more
successful than turn-based features for predicting social
engagement and perceived affective interdependence, and
that the fusion of overall features with turn-based features
encoding relationships between social and game context
achieved the best performance rate for a subset of the con-
sidered dimensions, i.e., social engagement and help.

This paper represented a first step towards investigating
the role of different types of contexts and their relations
for the automatic prediction of perceived quality of interac-
tion with a robot. We consider context-sensitive detection
of perceived quality of interaction as a key requirement
for the establishment of empathic and personalised human–
computer and human–robot interactions that are more nat-
ural and engaging (Leite et al. 2012a; Castellano et al.
2010). While our proposed approach was tested on a spe-
cific human–robot interaction scenario, we believe that the
modelling of interdependencies between social and game
context-based features could be applied to other task-oriented
social human–robot interactions.
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